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							There has been a lot of talk recently about design patterns aimed at circumventing the overhead ColdFusion imposes upon us when creating CFCs.  I'm not sure who coined the term "Object Instantiation Penalty", but the first reference to it I can find in the CF community was over at the Dot Matrix blog.  Everyone seems to agree that object creation in ColdFusion leaves something to be desired, but I haven't seen anyone really quantify the price yet.  I decided some line charts were in order.Here comes the disclaimer:  These are nothing more than simple iterative tests performed on my home PC (Windows XP, 1Gig RAM, 1.8 GHz AMD) using CF 8 Developer.  They do not emulate load, they are not official, nor are they comprehensive.  In fact you should probably stop reading now and ignore this entire post.

Ok, now that the disclaimer is out of our way, here is what I did.  I simulated what you might do with a result set of 1, 5, 10, 25, 50, 100, 500, 1000, 2500, 5000, and 10000 records if you were to prepare them as an array of structs compared to an array of components.  The most common scenario of course is probably just to pass back the result set directly.  Unless you are using duplicate() the overhead is probably negligible regardless of the size of the query since query objects are passed via reference, so only a pointer would get created in memory.  I assume an IBO would fall in this category since only one object and a pointer to the result set gets created.

I didn't count the database call itself in the test, since that is standard across all tests.  I run garbage collection before each pass, then wait 700 ms just to make sure it has a chance to finish in case it collects asynchronously.  I measured how long it took to process each set of records as well as how much memory usage climbed during the test.  Here is the code for my test harness:

[code]<cfsetting enablecfoutputonly="Yes">
<cfset arrObjects = arrayNew(1)>
<cfset i = 0 />

<cfset runtime = CreateObject("java","java.lang.Runtime").getRuntime()>
<cfset thread = CreateObject("java","java.lang.Thread")>

<!--- Run the test 11 times with the following result set sizes --->
<cfloop list="1,5,10,25,50,100,500,1000,2500,5000,10000" index="num_records">
	<!--- This will get the number of records contained in the num_records variable --->
	<cfinclude template="qry.cfm">
	<!--- Run garbage collection --->
	<cfset runtime.gc()>
	<!--- Wait to make sure it is finished --->
	<cfset thread.sleep(700)>
	<!--- Get starting memory usage --->
	<cfset start_mem = runtime.totalMemory() - runtime.freeMemory()>
	<!--- Get start time --->
	<cfset start_time = gettickcount()>
	
	<cfloop from="1" to="#num_records#" index="i">
		<cfinclude template="process_records.cfm">
	</cfloop>
	
	<cfset total_time = (gettickcount() - start_time) / 1000>
	<cfset mem_increase = ((runtime.totalMemory() - runtime.freeMemory()) - start_mem) / 1024 / 1024>
<cfoutput>#num_records#	#total_time#	#mem_increase#
</cfoutput>
</cfloop>[/code]
 


For my test data, I chose a table at random out of my database.  This table just so happened to hold calendar events.  It seemed like a good sample since it had varchars, dates, and integers.  The qry.cfm file simply has a cfquery in it with the maxrows attribute using what ever was passed in for num_records.  I also had each of my tests append their results to an array as they went along.

I created the structs three different ways.   The first way was just to create completely empty structs and not even bother populating them from the result set.

[code]<cfscript>
	tmpStruct = structnew();
	arrayAppend(arrObjects,tmpStruct);
</cfscript>[/code]


The second struct version created a struct and used simple set statements to populate it from that record of the query.

[code]<cfscript>
	tmpStruct = structnew();
	tmpStruct.event_id = qry_calendar_events.event_id;
	tmpStruct.calendar_id = qry_calendar_events.calendar_id;
	tmpStruct.title = qry_calendar_events.title;
	tmpStruct.start_date = qry_calendar_events.start_date;
	tmpStruct.start_time = qry_calendar_events.start_time;
	tmpStruct.end_date = qry_calendar_events.end_date;
	tmpStruct.end_time = qry_calendar_events.end_time;
	tmpStruct.location = qry_calendar_events.location;
	tmpStruct.contact_person_id = qry_calendar_events.contact_person_id;
	tmpStruct.more_info = qry_calendar_events.more_info;
	tmpStruct.registration = qry_calendar_events.registration;
	tmpStruct.reg_start_date = qry_calendar_events.reg_start_date;
	tmpStruct.reg_end_date = qry_calendar_events.reg_end_date;
	arrayAppend(arrObjects,tmpStruct);
</cfscript>[/code]


The last struct method used a function found in the Illudium PU-36 Code Generator called queryRowToStruct().

[code]<cfscript>
	arrayAppend(arrObjects,queryRowToStruct(qry_calendar_events,i));
</cfscript>[/code]


Now, I moved on to actual CFC's getting created.  For this example, I turned to Illudium PU-36 again to generate a generic bean for my calendar class with getters and setters and just already in it.  Perhaps I'll try a version with synthesized getters and setters later.

To follow my trend, my first object example, simply created empty objects without actually populating them with any data.

[code]<cfscript>
	tmpObj = createObject("component","calendar");
	arrayAppend(arrObjects,tmpObj); 
</cfscript>[/code]


My next test, created an empty object, and then called the setters one-by-one to populate it.

[code]<cfscript>
	tmpObj = createObject("component","calendar");
	tmpObj.setevent_id(qry_calendar_events.event_id);
	tmpObj.setcalendar_id(qry_calendar_events.calendar_id);
	tmpObj.settitle(qry_calendar_events.title);
	tmpObj.setstart_date(qry_calendar_events.start_date);
	tmpObj.setstart_time(qry_calendar_events.start_time);
	tmpObj.setend_date(qry_calendar_events.end_date);
	tmpObj.setend_time(qry_calendar_events.end_time);
	tmpObj.setlocation(qry_calendar_events.location);
	tmpObj.setcontact_person_id(qry_calendar_events.contact_person_id);
	tmpObj.setmore_info(qry_calendar_events.more_info);
	tmpObj.setregistration(qry_calendar_events.registration);
	tmpObj.setreg_start_date(qry_calendar_events.reg_start_date);
	tmpObj.setreg_end_date(qry_calendar_events.reg_end_date); 
	arrayAppend(arrObjects,tmpObj);
</cfscript>[/code]


My third object example passed a struct in during object creation and let the init() method call all the setters.

[code]<cfscript>
	tmpObj = createObject("component","calendar").init(argumentCollection=queryRowToStruct(qry_calendar_events,i));
	arrayAppend(arrObjects,tmpObj);
</cfscript>[/code]


And finally, I commented out all of the cfarguments and setters in the init() and replaced them with this.

[code]<cffunction name="init" access="public" returntype="calendar" output="false">
	<cfset structappend(variables.instance,arguments)>
	<cfreturn this />
 </cffunction>[/code]


Then I ran the same code as the third test (Passing in a struct to the init method for population upon object creation).

I ran each test a couple of times to make sure everything was compiled and cached before I recorded the results.  When I was finished, I pointed ColdFusion's JVM to Java 1.5 (down from 1.6) and did the whole thing all over again.

Here are the graphs of processing time and memory usage on Java 1.6:

Click to enlarge
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Here are the graphs of processing time and memory usage on Java 1.5:

Click to enlarge
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So, what did I find?  Here are some notes on the comparisons of my methods:

	Structs are faster to create than objects (duh)
	Empty structs and empty objects are faster to create than populated once.  (duh)
	It is faster to manually populate a struct than to use queryRowToStruct
	It is faster to populate your object with setters AFTER creating it, than passing in the arguments to a bunch of setters in the init().
	The exception to above is if your init() uses structappend to cram the arguments collection into he variables scope.  This obviously precludes the option of custom setters though.
	Java 5 is slightly faster at creating objects than Java 6. It's not  much, but there is a difference.  Creation of structs was constant.



Here are some overall conclusions I came to:

	You can instantiate up to 100 simple objects with effectively zero penalty.
	You can create up to 1000 simple objects and probably not notice the penalty (~200 ms - 800 ms).
	Once you get to 4000 to 5000 objects the penalty starts to turn sharply upward.  I don't know if the affect is actually exponential since my result set size deltas were non-linear.
	For an example where you were only dealing with 20 to 30 records,  I think it might be perfectly acceptable to deal with your records as objects.
	A caveat to above being that object inheritance and concurrent load might affect the performance more than I am guessing.
	I am absolutely positive your mileage will vary.




For future tests if anyone is interested, I would like to try creating sythenized objects and or Transfer objects which wouldn't have as many methods like getters and setters.  I would also like to conduct the same test in Java just for a base reference to another OO language.
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			Nice article. :) When I saw the title I was actually expecting to see a comparison of the CF objects to similar non-CF Java objects (i.e. a custom java calendar object). But this is still very useful. The struct itself is a Java object after all, it's just not a domain-specific object like a calendar object. And even if it weren't, it's nice to have some other control data to compare to.

I did want to point out one thing though about the generic queryRowToStruct() function in that its being so generic is going to automatically add some overhead in terms of CPU utilization and time required to populate the struct. The reason for this is simply because the function has to re-examine the query on each pass, rather than remembering what it's working with from one row to the next. How much this affects performance, I don't know. I wouldn't expect it to be a huge difference, however, as we are talking about aggregated performance over a larger recordset, it's hard to say without having tested it.

I envision something like this as a possible alternative:

<cfcomponent displayname="querySerializer">
<cffunction name="init" access="public" output="false">
<cfargument name="query" type="query" required="true" />
<cfset variables.query = arguments.query />
<cfset variables.col = listToArray(query.columnlist) />
<cfreturn this />
</cffunction>

<cffunction name="getStruct" access="public" output="false">
<cfargument name="index" type="numeric" required="true" />
<cfset var st = structNew() />
<cfset var cname = "" />
<cfset var x = 0 />
<cfloop index="x" from="1" to="#arraylen(variables.col)#">
<cfset cname = col[x] />
<cfset st[cname] = query[cname][index] />
</cfloop>
<cfreturn st />
</cffunction>
</cfcomponent>

This way you would instantiate the serializer just once and then on each row it would remember the query info so it wouldn't have to rebuild it. I also don't know if the array is any faster than a comparable list - it may be, it may not. A list-based variant of this would probably be easier to read though. And in general, by the time I'm worrying about whether I'm using a list or an array, I think I'm way over-thinking the performance implications because at that low a level, they're actually likely to change with a newer JVM or the next version of CF, which will make all that work a waste of time. Though I still find it interesting from a theoretical perspective. :)
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			in retrospect I may be wrong about the extra overhead being automatic... that must be a thought-habit on my part.
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			@Ike:  I like the idea of of a better method of structifying a query.  I'm little curious exactl what the QueryConvertForGrid() function does under the covers.

I was also wondering what else I could have done to shave off some time here and there.  I actually spent a while just watching stack traces as my tests churned, trying find anything that I saw executing over and over again.
There really wasn't anything that jumped out at me.  In fact, the only piece of Java I kept seeing over and over was the part that checks the last modified date of my .cfm files before it includes them.
That alone tells me I might have shaved off another few ms by enabling trusted cache.  I realized that about half-way through so I left it on for consistency.
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			Oh yeah... I remember a long time ago I had done some similar timing on some framework comparisons (I did some others recently but didn't do any timing) and I hadn't realized at the time but apparently having debugging enabled can really throw this sort of thing out of whack.

I'm guessing since you didn't mention seeing any debug stuff in the stack trace that you probably had it turned off. And likely you're right that the same is true (though probably to a smaller extent) with regard to the trusted cache.

I generally try to turn all the CF caching on (except the trusted cache) when I'm doing demos but leave it all off when I'm working. I don't turn the trusted cache on because my installers have to write files and I'd rather be safe than sorry. :) It's a pain in the neck tho, turning the debugger off and all the caching on any time I give a demo. Makes me wish I had another machine or 2 around here. :)
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			@Ike: I did turn off debugging before begginning the test.  I kept seeing it in the stack traces, so I figured it would be best off.
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		* The full robust errors can be seen by switching the coldbox.customErrorTemplate in your configuration file (/config/ColdBox.cfc) to
			"/coldbox/system/exceptions/BugReport.cfm" or "/coldbox/system/exceptions/Whoops.cfm" and reloading the application.
	



